COS 423                                        Problem Set #1                                            Due: Wed. Feb. 22
Read Chapters 1, 2, and 3 in Kleinberg and Tardos.  Do all the following problems by yourself. 

1. The following problem arose as part of a method of disguising personal data so that a database can be "mined" for useful collective information while preserving the privacy (or at least some of the privacy) of the people whose data is in the database.  Suppose we have a set of n ≥ 2 data values, each a real number 
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 associated with a given individual.  We wish to permute the data values among the individuals so that (i) each individual receives a new value 
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(ii) the permutation of values consists of a single cycle (the permutation cannot be decomposed into two or more smaller cycles); (iii) max |
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| is minimum (that is, the worst-case individual perturbation of the data values is minimum).  Give an efficient algorithm to find such a permutation.  Prove its correctness and analyze its running time.  Can you characterize the maximum individual pertrubation?  

(extra credit) The originally proposed method (not a good approach) was a backtrack search enumerating all single-cycle permutations and choosing one of smallest maximum perturbation.  What can you say about the efficiency of this method?  

2. A group of n people meet, and agree to play as a team in a game whose rules are explained to them.  They are then allowed to discuss strategy.  After the strategy session, an adversary puts red or blue hats on everyone's head; from this point on, no communication is allowed between the players.  Each person can see the color of all hats but their own.  After exactly one minute, the players simultaneously predict their hat color by sending email saying either "my hat is red" or "my hat is blue."  The team wins if the n emailed statements are either all true or all false. 

Devise a strategy that guarantees  that the team wins, no matter how the adversary chooses to place the hats. 

(extra credit) Consider the same situation, except that the goal of the group is to maximize the number of correct answers, assuming that the adversary knows exactly what strategy every member of the group is using.  If each member of the group guesses red or blue with equal probability (1/2), then the expected number of correct answers will be n/2, no matter how the adversary arranges the hats.  Is there a strategy (either deterministic or randomized) that does better than n/2? 

3. (Kleinberg and Tardos Problem 8, Chapter 1) For this problem, we will explore the issue of truthfulness in the stable matching problem and specifically in the Gale-Shapley algorithm.  The basic question is: Can a man or woman end up better off by lying about his or her preferences?  More concretely, we suppose each participant has a true preference order.  Now consider a woman w.  Suppose w prefers man m to m', but both m and m' are low on her list of preferences.  Can it be the case that by switching the order of m and m' on her list of preferences (i.e., by falsely claiming that she prefers m' to m) and running the algorithm with this false preference list, w will end up with a man m" that she truly prefers to both m and m'?  (We can ask the same question for men, but will focus on women for purposes of this question.)

Resolve this question by doing one of the following two things: 

(a) Give a proof that, for any set of preference lists, switching the order of a pair on the list cannot improve a woman's partner in the Gale-Shapley algorithm; or

(b) Give an example of a pair of preference lists for which there is a switch that would improve the partner of a woman who switches preferences.

4.  Consider any n-node tree.  Let x and y, respectively, be the number of nodes of degree one and the number of nodes of degree two.  Prove that 2x + y ≥  n + 2.  
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